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1. Introduction 

Environmental policy has been a central issue in debates over globalization for 

much of the past twenty-five years. Often framed in terms of “competiveness,” the debate 

is centered on two related concerns: (i) the extent to which environmental policy affects 

domestic industry’s ability to compete both at home and abroad, and (ii) the extent to 

which cross-country differences in environmental policy will lead to industrial flight and 

job loss following further economic integration. These concerns over the costs of 

environmental policy may create opposition to regulations that would otherwise yield 

significant benefits through their effects on the environment. But are such fears 

warranted? 

In this paper, we provide an overview of the recent progress that has been made 

towards answering this question and outline our current understanding of how 

environmental regulations affect international trade through their impact on the 

competitiveness of the manufacturing sector.
1 To do so, we review existing research, 

paying particular attention to the empirical challenges that have been faced in the 

literature thus far and assessing our progress in surmounting them. Empirical research on 

the effects of environmental regulations has faced several hurdles in identifying the 

causal effect of policy changes. The measurement of policy stringency and other data 

problems, and the endogeneity of policy itself make it difficult to assess the impact of 

regulation. We highlight the approaches that have been used to address these issues and 

                                                
1 Here we focus on the manufacturing sector given that its “footloose” nature puts it in the center of the 
debate over industrial flight. However, many of the issues that we discuss also apply to other industries. 
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discuss the advantages and disadvantages of each. We also highlight a set of important 

questions that remain unanswered, and provide suggestions for what data is needed to 

answer these questions and what approaches may help further our understanding. 

The broad concerns over international competitiveness can be formalized in terms 

of two hypotheses that have dominated how economists think about the effects of 

environmental regulations on international trade and domestic production. The first 

hypothesis, known as the pollution haven effect, suggests that stricter environmental 

regulations have a, largely negative, effect on plant location decisions, plant output, and 

trade flows. The second, known as the pollution haven hypothesis, suggests that 

reductions in trade barriers will cause pollution-intensive production to relocate from 

jurisdictions with strict environmental policy to those with weaker regulations. These 

hypotheses are linked but not identical.  Finding a pollution haven effect is a necessary 

(but not sufficient) condition for the pollution haven hypothesis to hold.  We develop a 

simple model that allows us to illustrate some of the mechanisms underlying these 

hypotheses, and helps guide our discussion of the empirical work. 

In Section 2, we start with an overview of literature that has typically framed the 

debate over the effects of environmental policy in terms of aggregate industry-level 

responses. This branch of the literature has for the most part relied on coarse measures of 

environmental control costs, such as expenditures on pollution abatement, and broad 

measures of economic activity, such as industry output and trade flows, for identification. 

The landmark study of Grossman and Krueger (1993), for example, used all three of 

these data sources and paved the way for much subsequent work. 
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While the results of these early studies are broadly suggestive of the existence of 

pollution haven effects, their reliance on industry and country level data makes it difficult 

to understand the precise mechanisms driving the aggregate effects. For example, while 

we may find empirical evidence that an industry is on average cleaner after an episode of 

trade liberalization, this tells us little about whether this was from regulation induced 

technological progress, the exit of dirty and uncompetitive firms, a simultaneous 

tightening of regulation by the country, a splitting of the value chain across countries, etc. 

And since the ultimate costs and benefits to society will likely depend on which 

mechanism is in play it is important to understand these firm level responses.  Hence, in 

much of the paper we focus on recent work that examines how environmental regulations 

and trade liberalization jointly affect plant and firm level decisions. Our major finding 

here is that the results of these studies suggest that environmental policies and 

international trade can have important new effects that are masked in more aggregate 

studies. 

The rest of this paper proceeds as follows.  Section 2 provides a brief overview of 

the aggregate evidence. Section 3 develops a simple decomposition to illustrate the 

channels through which policy changes affect pollution emissions.  Section 4 develops a 

simple model of trade and the environment. Section 5 examines how environmental 

policy affects firm and plant outcomes. Section 6 examines how international trade 

affects the pollution emitted by firms and plants. Finally, Section 7 concludes. 

  



 5 

2. Environmental Policy and Competitiveness: the Aggregate Evidence 

Until recently, empirical research examining the effects on environmental policy 

on competitiveness has primarily focused on aggregate national and industry-level 

analyses.  These studies investigate whether tightening up environmental policy erodes 

competitiveness in industries targeted by the policy, a phenomenon often referred to as 

the pollution haven effect.  This work has already been surveyed in several articles,2 so 

we will be brief here. 

The theory underlying the early literature is quite straightforward and can be 

illustrated with the aid of a simple partial equilibrium model.  Suppose some industry X 

is import-competing and faces a fixed world price pw.  This illustrated in Figure 1.  In the 

figure domestic demand is given by D, the initial domestic supply curve is given by S0, 

initial domestic consumption is denoted by c0, initial domestic production is denoted by 

x0, and the initial level of imports is given by M0.  Assume initially that pollution is 

generated only during production. 

                                                
2 See Copeland and Taylor (2004); Brunnermeier and Levinson (2004); Levinson (2010) and Copeland 
(2011). 
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Figure 1.  Production-generated pollution 

 

Suppose the domestic government tightens up environmental policy.  This raises 

costs faced by domestic producers and shifts the domestic supply curve leftward to S1.  

This reduces domestic production and increases imports.  Hence as a result of the policy, 

the domestic industry has become less competitive.3  

This simple theoretical prediction underlies much of the debate over the effects of 

environmental policy on international competitiveness. Yet there are at least four caveats 

to this prediction.   

                                                
3A similar result would apply if the country exported X; in that case tightening environmental policy would 
reduce exports.  
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 First, as Chua (2003), Karp (2010) and Fullerton et al (2012) have pointed out, 

once we move to a general equilibrium framework, it is possible that the indirect effects 

of the environmental policy on factor markets could offset the direct effect of the policy 

and dampen or possibly even reverse the direction of the shift of the supply curve. 

Second, if pollution is generated during consumption rather than production, 

matters are very different.  This is because the domestic country's environmental policy 

can apply to all products consumed in the country, regardless of where they are produced.   

That is, both domestic and foreign producers face a cost increase as a result of tighter 

environmental policy.  This means that environmental policy aimed at consumption-

generated pollution need not tilt the playing field in favor of foreign producers; it may in 

fact favor domestic firms in some cases.    

To see this, refer to Figure 2.  The situation is the same as in Figure 1, except that 

pollution now comes from consumption of X (assume there is no pollution during 

production).  Pollution policy raises domestic costs and pushes the supply curve to the 

left.  However foreign producers also have to comply with the new environmental 

regulations and this added cost pushes up the import price.  In the case illustrated here, 

we have assumed that the domestic and foreign per-unit compliance costs rise by exactly 

the same amount.  This means that the import price increases by the same amount as the 

domestic supply curve shifts.  Two things are noteworthy when comparing this with 

production-generated pollution.  First, imports fall in the case of consumption pollution 

(whereas imports rose when pollution comes from production).  And second, domestic 

output does not change as a result of the policy.  In fact if regulations are designed so that 

it is easier for domestic firms than foreign firms to comply, then the import price will rise 
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by more than the supply curve shifts up.  In this case, domestic output will increase in 

response to the tighter environmental policy.   

 

The third caveat is that things are also different in non-tradable sectors.  This is 

illustrated in Figure 3.   
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In this case we have no foreign competition and so the domestic price is 

determined by the intersection of domestic supply and demand.  Tightening up 

environmental regulations (whether on consumption or production pollution) will shift up 

the supply curve and this will increase the price to consumers.  Domestic output will fall 

(and so domestic producers in the affected sector are less competitive relative to those in 

other sectors of the economy).  However, there are two important issues to note.  First, 

the extent to which domestic output falls depends on the elasticity of domestic demand.  

If demand is very inelastic, then output will not fall by much.  And second, the incidence 

of the cost of environmental policy is shared between producers and consumers; that is, 
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when goods are non-traded, producers can pass some of the increased costs of 

environmental policy onto consumers. 

Finally, when thinking about the effects of environmental regulations on the 

tradable sector, we need to take into account that some domestically produced goods that 

are either non-tradable or thought of in some contexts as "consumption" (such as goods 

affected by product standards) will be used as intermediate goods in the final good 

tradable sector.  That is, an analysis of the full effects of environmental policy on 

competitiveness needs to take into account the structure of intermediate goods production 

and general equilibrium effects of environmental policy in one sector on other sectors.4 

Despite these caveats, the empirical literature has primarily focused on the simple 

prediction that environmental policy will decrease competitiveness by reducing domestic 

output and increasing imports in polluting industries. To test this prediction, studies have 

typically relied on variation in the stringency of environmental policy across time and 

industries and aggregate measures of competitiveness. Typical measures of 

competitiveness include industry-level measures of net exports, plant births and deaths, 

employment, or net foreign investment inflows.   

A key issue in these studies is the measurement of environmental policy. In most 

cases, data on industry-level environmental policy is unavailable so researchers have 

been forced to rely on indirect measures of policy stringency. Most papers use measures 

of abatement costs obtained from survey data or use other qualitative measures of 

environmental policy. However these measures may not accurately reflect the true 

stringency of policy (Levinson and Taylor, 2008).   

                                                
4 This is a point emphasized by Levinson (2010) for example. 
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Initially the empirical literature generated a puzzle:  despite the seemingly weak 

assumptions needed to generate the theoretical prediction that more stringent 

environmental policy would reduce some measure of competitiveness, most of the work 

prior to the very late 1990's (and some work subsequent to that) found either that more 

stringent environmental policy either had no effect on the competitiveness of affected 

industries, or was associated with increased levels of competitiveness.5 

A second wave of work went some way towards resolving the puzzle by 

addressing the endogeneity of environmental policy. Researchers suggested that the 

paradoxical results were largely due to unobserved constant and time-varying factors; 

without controlling for these factors, one might falsely infer that more stringent 

environmental policy causes export success, even when (controlling for these other 

factors) the opposite is true.6  To address these issues, researchers have employed both 

panel data and instrumental variable methods. 

 Studies using these methods to deal with endogeneity and omitted variable bias 

have found that more stringent environmental policy reduces the competiveness of 

affected industries. For example, Levinson (1999) examines interstate trade in hazardous 

waste using panel data and fixed effects to control for unobserved heterogeneity. He finds 

that more stringent environmental policy has a negative effect on competitiveness.  Other 

work, such as Ederington and Minier (2003) and Levinson and Taylor (2008), examines 

the effect of environmental policy on trade flows and uses instrumental variables 

                                                
5 Jaffe et al (1995) survey some of this work. It is also reviewed in the papers cited in footnote 2. 
6 For example, if politicians are reluctant to tighten up environmental policy in sectors facing heavy import 
competition, then we may falsely infer that weak environmental policy causes an increase in net imports (a 
reduction in competitiveness), when in fact it is the lack of competitiveness causing weak environmental 
policy. 
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techniques to address the endogeneity of policy. These studies also find strong evidence 

that environmental policy reduces competitiveness. 

 Altogether, the results from these early studies support the simple prediction from 

theory: increased environmental regulation reduces the competitiveness of affected 

industries. However, their reliance on industry and country level data makes it difficult to 

distinguish between the possible mechanisms driving these aggregate findings.  

 

3. A Simple Decomposition 

To better understand the set of possible mechanisms at play when industries 

adjust, we develop a simple decomposition to illustrate the channels through which 

policy changes affect pollution emissions.  While our focus in this paper is on the 

interaction between trade, environmental policy and international competitiveness, this 

decomposition is useful for several reasons.  First, in designing effective environmental 

policy, it is critical to understand the channels through which changes in the policy 

regime affect environmental outcomes.  Second, the decomposition that we develop 

below will be useful in framing our analysis of the effects of environmental policy on 

competitiveness.  And lastly, the construction of any empirical research design to identify 

firm-level responses needs guidance from theory. 

To begin, consider an economy with N industries i = 1, ... , N.  Each industry i has 

a continuum of firms indexed on the interval [0, ni] where ni is endogenously determined 

by the industry’s profitability.  Each firm may generate emissions of some pollutant Z.  

Our objective here is to decompose changes in aggregate emissions into components 

reflecting changes in overall economic activity, changes in the industrial composition of 



 13 

the economy, changes in the mix of firms within an industry, and changes in the emission 

intensity (emissions per unit of output) of each firm.  This type of decomposition has 

been influential in the literature on trade and the environment [see Grossman and Krueger 

(1993), Copeland and Taylor (1994) and Levinson (2009)], but that work used an 

aggregate industry-level approach rather than accounting for changes in the mix of firm 

activity within industries. 

Emissions of some pollutant Z in industry i are given by  

	   	  	   (1)	  

where zi(n) is pollution emissions from firm n in industry i and ni is the marginal firm 

that is indifferent between remaining in the industry or exiting.  We can write emissions 

of firm n as 

	   	  	   (2)	  

where yi(n) is output of firm n and  ei (n)  is the emission intensity (emissions per unit 

output) of firm n.   

 

Choosing a set of base prices pi(n) allows us to construct a quantity index of 

output.  We can then define the scale of output in industry i as 

	   	  	   (3)	  

Using (2) and (3) we can write (1) as 

	   	  	   (4)	  

Zi = zi (n)dn0

ni∫

 zi (n) = ei (n)yi (n)

Si = pi (n)yi (n)dn0

ni∫

Zi = Si ei (n)ϕi (n)dn0

ni∫



 14 

where  

	   	  	   (5)	  

is the emission intensity of firm n and  

	   	  	   (6)	  

is the share of firm n in the value of production in industry i. Define Ei to be the average 

emission intensity in industry i.  That is, let 

	   	  	   (7)	  

Then we can write aggregate emissions of pollutant Z as 

	   	  	   (8)	  	  

This allows us to interpret aggregate emissions as being determined by the scale of output 

across industries, weighted by the average emission intensities of each industry. Taking 

logs of (8) and differentiating yields 

	   	  	   (9)	  

where S = Sii=1

N∑  is the economy-wide scale of output, Θi = Zi / Z  is the fraction of 

overall emissions Z coming from sector i, Φi = Si / S   is sector i's share of the economy's 

output, and Ẑ = dZ / Z , etc.  

Equation (9) is an industry-level decomposition, similar to those used in 

Grossman and Krueger (1993), Copeland and Taylor (1994) and Levinson (2009).  In this 

type of decomposition, changes in pollution (such as those driven by trade liberalization 

 ei (n) = ei (n) / pi (n)

ϕi (n) = pi (n)yi (n) / Si

Ei ≡ ei (n)ϕi (n)dn0

ni∫

Z = Zi =
i=1

N

∑ Ei
i=1

N

∑ Si

Ẑ = Ŝ + Θi Êi +
i=1

N

∑ ΘiΦ̂i
i=1

N

∑
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or changes in environmental policy) can be decomposed into three separate channels 

represented by the three terms in equation (9). The first term is the scale effect, and 

represents the change in pollution due to a change in the overall level of economic 

activity. The second term is the technique effect; it reflects changes in pollution due to 

changes in the average emission intensities of each industry. The third term is the 

composition effect, which reflects the change in pollution due to changes in the 

composition of economic activity across industries. So if, for example, an economy has a 

comparative advantage in pollution intensive industries, then one would expect trade 

liberalization to raise emissions via two of these channels, both because overall national 

income typically rises with freer trade (a scale effect) and because trade will reallocate 

some of the economy's resources towards the polluting sectors  (a composition effect).  

This pollution-increasing effect of trade could however be dampened or reversed if 

emission intensities were to fall (a technique effect); this might happen if freer trade 

reduced the cost of abatement equipment or if freer trade was accompanied by more 

stringent environmental policy. 

To date, the debate over the effects of environmental regulation on international 

competitiveness has focused almost exclusively on the composition effect. This debate 

asks whether environmental policy inhibits domestic competiveness through changes in 

the composition of dirty and clean industries in the economy, and whether differences in 

environmental regulations across countries make dirty domestic industries vulnerable to 

industrial flight, altering the domestic industrial mix as a result of globalization. 

While the threat of these compositional changes has dominated policy debates, 

one of the striking results from the literature is that composition effects tend to be small.  
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For example, Antweiler, Copeland and Taylor (2001) estimate the composition effects 

resulting from increases in international openness using data on sulfur dioxide 

concentrations in cities across the globe.  They find that the sign of this effect varied 

across countries in accordance with theoretical predictions, but the estimated magnitude 

is small.  Levinson (2009) analyzes changes in the pollution emitted by US 

manufacturing over the period 1987-2001 and also finds small composition effects.  On 

the other hand, scale and technique effects in both studies tended to large.  It is not 

surprising that scale effects are large; they simply reflect economic growth.  However the 

source of the magnitude of the estimated technique effects is not well understood - does it 

reflect policy changes, or technological progress, or something else?  Below we show 

that part of what is picked up in the classic technique effect reflects changes in the 

composition of firms within a sector, a result that has been noted by Kreickemeier and 

Richter (2012).7 

We can gain some insight into what lies behind the technique effect by using 

equation (7) to further investigate the change in average emission intensities.  Taking logs 

and differentiating (7) yields: 

	  	   	  	   (10)	  

where is firm n's share of emissions in industry i and recall that  is 

firm n's share of output in industry i. 

A change in average emission intensities in industry i reflects three different 

factors.  The first term in (10) captures changes due to changes in firm-level emission 

                                                
7 Kreickemeier and Richter (2012) show that selection effects influence average emission intensities in a 
model with heterogeneous firms but with only a single sector (hence no sectoral composition effects) and 
where emission intensities are exogenous. 

Êi = êi (n)θi (n)dn +0

ni∫ ϕ̂i (n)θi (n)dn +0

ni∫ ni θi (ni )−ϕi (ni )[ ]n̂i

θi (n) = zi (n) / Zi ϕi (n)
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intensities.  Average industry emission intensities fall if, on average, individual firms get 

cleaner.  The second term reflects changes in the composition of firms within the sector.  

Average industry emission intensities will fall if, on average, the cleaner firms tend to 

expand following a policy change.  The final term reflects entry and exit.  If there is 

entry, industry emission intensities will fall if the marginal firms are less emission 

intensive than the average firms (that is, if the share of emissions generated by marginal 

firms is less than their share of output). 

Combining (10) with (9) yields our full decomposition: 

	   	  	   (11)	   	  

The first term is the scale effect; the second is the composition effect; and the last three 

terms comprise a decomposition of the classic technique effect.  The first component of 

this is closest in spirit to the standard technique effect envisioned in the industry-level 

decomposition used elsewhere in the literature; it reflects actual changes in emissions 

intensities from polluting firms.  The second and third components [the last two terms in 

(11)] measure the effects on average emission intensities of changes in the composition 

of firms within a sector that arise both due to reallocations of production among existing 

firms and from entry or exit.  We will refer to these two new components as the market-

share effect and the selection effect, respectively. Another way to think of the 

decomposition above is that part of what was previously classified as the technique effect 

is actually a combination of the firm-level market-share and selection effects together 

with a true technique effect. In short, when there are changes in the size distribution and 

Ẑ = Ŝ + ΘiΦ̂i
i=1

N

∑ + Θi êi (n)θi (n)dn0

ni∫
i=1

N

∑

+ Θi
i=1

N

∑ ϕ̂i (n)θi (n)dn0

ni∫ + Θi
i=1

N

∑ ni θi (ni )−ϕi (ni )[ ]n̂i
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mix of active firms within a sector, then average emission intensities can change even if 

there is no change in the emission intensity of any firm. 

 

4. A Model of Trade and the Environment 

Our simple decomposition illustrates how firm-level responses, such as entry and 

exit or within-firm changes in emission intensity, are potentially important determinants 

of how policy changes can affect the environment. We now develop a simple model of 

international trade and the environment that will allow us formalize these channels. 

Our starting point is the work of Melitz (2003), who pioneered the use of 

heterogeneous firm models to analyze the response of economies to trade liberalization.  

This approach has recently been applied to study the response of polluting industry to 

changes in both trade policy and environmental policy.8  Here we illustrate some of the 

key issues using a model of a representative firm to show how the presence of differences 

in firm level productivity influences outcomes. 

We consider a firm that must pay a fixed cost Fd (in terms of the clean input 

defined below) to engage in any domestic activity after which they can employ a CES 

production technology for variable output: 

	   y = γ b1−δvδ + λ(A)1−δ Dδ⎡⎣ ⎤⎦
1/δ
	  	   (12)	  

where 0 < δ < 1, v is a clean input (such as labor) with factor price w = 1, D is a dirty 

input with price to firms τ,  and γ is a productivity parameter.   Our assumption that w is 

fixed may either be due to the existence of an outside sector with constant returns using 

                                                
8 Recent work using this approach includes Yokoo (2009), Kreickemeier and Richter (2012), Forslid, 
Okubo and Ullveit-Moe (2011), Konishi and Tarui (2013), Li and Shi (2010) and Cui, Lapan and Moschini 
(2012). 
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only v and facing a fixed price, or we can think of the model as being partial 

equilibrium).  D is inelastically supplied at some fixed price; but there may also be an 

pollution tax which yields a net price to firms of τ.   Pollution emissions are directly 

proportional to the use of the dirty input; we define units so that the factor of 

proportionality is 1.  Firms may pay a fixed cost A to invest in abatement equipment and 

this reduces dependence on the dirty output;9 that is, λ  is decreasing in A (λ' < 0).  We 

also assume that λ" > 0.  Finally if firms want to export, they have to pay an additional 

fixed cost Fe and in addition may incur variable shipping costs which raise the price to 

foreigners by a factor s > 1. 

The unit cost function corresponding to (12) is 

	   c(w,τ ;A) = 1
γ

bw1−σ + λ(A)τ 1−σ⎡⎣ ⎤⎦
1/(1−σ )

	  	   (13)	  

where σ = 1/ (1−δ )  . 

The emission intensity of production  e  is given by the ratio of the dirty input per 

unit output and can be obtained via Shepherd's Lemma: 

	  
 
e = D

y
= c(w,τ ;A)λ(A)

γ (1−σ )/στ
⎡

⎣
⎢

⎤

⎦
⎥

σ

	  	   (14)	  

Emission intensity is determined by three factors.  First, for given levels of abatement 

investment A, more productive firms are cleaner (less emission intensive) since  e  is 

decreasing in γ.  This follows because we have assumed that variable production is 

                                                
9 This specification (with the option to upgrade the abatement technology with a fixed cost investment) has 
been influenced by Bustos (2011) who studied the effects of trade on technology upgrading, and Forslid et 
al. (2011) who also specify an abatement technology that can be upgraded with a fixed cost investment.  
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homothetic and increases in productivity are equivalent to neutral technical progress.10  

More generally if productivity variations across firms are non-neutral, then it need not 

follow that more productive firms are cleaners.  For example if D is fossil fuel 

consumption, and if more productive firms use a more energy intensive technology, then 

it is possible for firms to be both more productive and dirtier.  Assuming neutral 

productivity differences is a good place to start given its simplicity, but we should keep in 

mind the restrictions it implies. 

Second, investments in abatement technology (increases in A which reduce λ) 

also reduce the emission intensity. And third, increases in the pollution tax 𝜏 also lower 

emissions. Of these only abatement expenditure is a choice variable and hence to go 

further we need to define a cost function that varies with output, taking into account the 

endogenous choice of abatement investments. For given taxes, abatement is chosen as 

follows: 

	  
 
c(w,τ , y) = min

A
c(w,τ ;A)y + A{ } 	  	   (15)	  

The first order condition for an interior solution is:11 

	   − y
γ
τ 1−σ γ c[ ]σ /1−σ ′λ (A) = 1 	  	   (16)	  

where recall that ′λ (A) < 0   and ′′λ (A) > 0  so that the left hand side is positive and 

decreasing in A. 

From (16) it follows that at interior solutions, abatement investment A is 

increasing in the pollution tax τ  and effective output y/γ .  Higher emission charges 

                                                
10 Similar results are obtained in Cui et al. (2012) for example. 
11 There will be corner solutions if the emission charge is sufficiently low.   
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increase the incentive to invest in abatement.  For given productivity levels, higher output 

also increases the incentive to increase abatement (since more output makes it easier to 

cover the fixed cost).  However, more productive firms do not necessarily invest more in 

A unless their output increases more than in proportion to their productivity.  This is 

because more productive firms are already less emission intensive than less productive 

firms and so the payoff to investing in further abatement is smaller unless the firm is 

sufficiently large. 

We assume that the market structure is monopolistically competitive so that our 

representative firm faces a downward sloping demand curve that depends on a price 

index based on prices of competing domestic and foreign products, as well as on 

consumer incomes in the relevant markets.12  Specifically, we assume that demand in the 

domestic market has the following form: 

	   yd = µ(P, I )p−η 	  	   (17)	  

where P is a price index, p is the price charged by our representative firm, and I is 

national income.  We assume that µ is increasing in P and I.  Similarly, demand in the 

export market for each firm's product is 

	   yd* = µ *(P*, I*)(sp*)−η 	  	   (18)	  

where P* is the foreign price index, I* is foreign income, p* is the export price and s is 

the markup due to shipping costs.  Firms treat income and price indexes as exogenous 

when choosing price and output. 

 

 
                                                
12 See Dixit and Stiglitz (1976) for conditions under which this will occur. 
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4.1 The Decision to Export 

Firms have two choices: produce only domestically and forgo the potential profits 

from exporting, or become an exporter but incur exporter specific costs. If firms sell only 

in the home or domestic market labeled d, they earn π d (γ ;P, I ,τ ) . Alternatively, if they 

sell in both the home and export market, we will denote their revenues 

π e(γ ;P, I ,P*, I*,τ ) .  Selling in foreign markets always creates additional costs. Here we 

assume firms incur an additional fixed cost Fe, as well as shipping expenses raising costs 

by a factor s.  Total profits for an exporting firm are not just a simple sum of profits in 

each market because abatement expenditures lower the marginal costs for all production.   

The incremental profits from exporting are then given by:  

	    π
e = π e −π d 	  	  

It is now straightforward to show that all of these profit functions are increasing in γ.  As a 

result, more productive firms are larger and more profitable. In Figure 4, below we depict 

these profit functions in a typical Melitz (2003) style diagram from the heterogeneous 

firm literature. 
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Figure 4 can be used to illustrate the effects of productivity on firm behavior.  

Low productivity firms with γ < γ d  are not viable because they earn negative profits and 

must exit the industry.  Firms with intermediate levels of productivity, that is with 

γ ∈[γ d ,γ e )  are profitable in the domestic market but cannot generate enough revenue in 

export markets to cover the fixed costs of export.  The most productive firms  (with 

γ ≥ γ e ) serve both the domestic and export markets. 
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5. Environmental Policy and Competitiveness: Firm Level Evidence 

 

With our model in hand, we now turn to examine the effects of environmental 

policy on domestic production. Although it has been typically cast in terms of inter-

industry reallocations, at its core the pollution haven effect is a statement of how 

individual polluters respond to environmental policy. This has been studied in 

heterogeneous firms models by Yokoo (2009), Li and Shi (2010), and Konishi and Tarui 

(2013), and their work influences what follows.  In this section we employ our simple 

theory to illustrate the possible responses by firms, and then turn to examine the progress 

that has been made in documenting these responses.   

5.1. Theory 

 

We begin by considering how tightening environmental policy affects the profits 

of firms that only serve the domestic market. This is the set of firms shown by 𝛾! , 𝛾!  in 

Figure 4. Although the price charged by the firm is endogenous, it is useful to consider 

the effects of the firm's price and cost changes on profits separately.  Totally 

differentiating the profit function for a firm selling only in the domestic market, we have: 

	   π̂ d = επ ,cĉ + επ ,p p̂ + επ ,PP̂ + επ , I Î 	  	   (19)	  

Environmental policy may affect firm profits directly through changes in firm costs ĉ  

and output prices p̂ , as well as indirectly through its effect on the overall price index P̂  

and national income Î .  
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The direct effects of a tightening of environmental policy reduce firm profit for 

any level of productivity. An increase in the emission tax will raise marginal costs and 

therefore tend to lower profits.  Firms will respond to the higher costs by raising their 

price (recall that the price is a markup over marginal costs) and so (all else equal) they 

will lose customers, lowering profit further. 

These direct effects apply to all firms that are subject to the environmental tax. In 

aggregate, this will lead to changes in the economy’s price index. The price index 

depends on the prices set by all firms in the economy, meaning it will change if rival 

firms are also directly affected by environmental policy or affected indirectly via general 

equilibrium effects on factor prices.  There may also be a general equilibrium effect of 

the policy on national income, but we will ignore that effect in what follows (implicitly 

we assume that it is small relative to the other effects). 

For firms that export we have: 

	   π̂ e = επ ,cĉ + επ ,p p̂ + επ ,PP̂ + επ , I Î + επ ,P*P̂*+επ , I*Î * 	  	   (20)	  

Hence, exporting firms not only face the same direct and indirect effects as firms that sell 

only domestically, but also face additional indirect effects if the policy affects rivals and 

income in the export market. 

The full effects of the tax change are illustrated in Figure 5. As shown, an 

increase in the tax will lead to downward shifts in both profit curves. This downward 

shift increases the threshold productivity levels for operation in the domestic and export 

markets. As a result, environmental policy creates two selection effects; firms with 

productivity levels below 𝛾!! exit the domestic market, while firms with productivity 

levels between 𝛾!!  and 𝛾!!  exit the export market and only focus on domestic sales. 
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Furthermore, selection leads to a reallocation of market-share across surviving firms. In 

our monopolistic competition framework, a typical surviving firm's price relative to that 

of its unregulated rivals in other jurisdictions will rise, and hence firms will lose market 

share and become smaller.13 

 As illustrated, an increase in the stringency of environmental policy leads to 

substantial firm exit from the domestic and export markets through changes in the 

profitability of each. In reality the degree of exit depends on both the direct effect of the 

policy on a given firm, and the indirect effects of how the policy impacts rival firms. 

 First, the magnitude of the cost increase depends on (1) the share of the dirty input 

in costs, that is, on the emission intensity, (2) the elasticity of substitution between clean 

and dirty inputs - if it is easy to switch to cleaner inputs, then the impact of environmental 

policy on costs will be lower, and (3), the availability of abatement technologies - in 

terms of our model, this is reflected in the rate at which λ falls as investments in A 

increase.  We would expect heterogeneity both across sectors and across firms within a 

sector in these effects. 

                                                
13 In other market structures (such as an oligopoly with a small number of firms), if environmental policy 
pushes out a rival, then the effect on the size of the surviving firms can be ambiguous as they scramble to 
attract the customers of the exiting firm(s). 
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 Second, the effect on a firm's market share depends on how the policy affects the 

rival firm price index P.  If its rivals are mainly in jurisdictions unaffected by the policy, 

then the rival price index will not change much.  On the other hand if all firms are 

affected by the policy, then their price index will rise by a proportion that is similar in 

magnitude to that of our representative firm and hence the decline in market share will be 

mitigated.  All else equal, firms producing goods and services that are non-traded both 

internationally and regionally will be less affected by a given tightening up of 

environmental policy that firms more exposed to trade.  Note that both international and 

interregional trade matters here.  For example, the Clean Air Act in the US raised costs 

for firms in non-attainment counties (i.e. those with poor air quality) by more than those 
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for firms in counties that already met the air quality standards.  Hence a firm whose rivals 

were mainly concentrated in attainment counties would be more adversely affected by the 

policy than one whose rivals are mainly in non-attainment counties. 

 And third, increases in the domestic environmental policy put exporting firms at a 

cost disadvantage relative to foreign rivals (in the export market) unaffected by the 

policy. That is, the foreign rival price index will likely not change much (except insofar 

as some of its rivals in the export market also produce in the jurisdiction that tightened 

policy). 

In aggregate, tightening environmental policy will tend to reduce output and 

reduce net exports.  That is, domestic firms affected by the policy become less 

competitive.  This is the standard pollution haven or competitiveness effect that has been 

studied in models that focus on the industry effects of environmental policy.   What do 

we learn from adding heterogeneous firms to the model? 

A key issue is that not all firms respond in the same way to the policy.  Some 

firms drop out of the market; some may stop exporting; others may downsize.   Some 

firms may invest in new abatement technology, while others will not if the fixed costs of 

upgrading are too high.  Since in our framework, the less productive firms also have 

higher emission intensities, it is the firms with the highest emission intensities that exit. 

This has a number of important implications for much of the existing empirical 

literature. To date, data limitations have forced most studies to study the effects of 

environmental policy on aggregate outcomes, such as industry emission intensity or 

national net exports.  Our framework suggests that such aggregation may be obscuring 

the precise mechanisms through which environmental policy affects the economy. 
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First, we may observe average emission intensities falling (previously interpreted 

as a technique effect) even if no firm changes its emission intensity (this will occur when 

the elasticity of substitution between clean and dirty goods is small and new abatement 

technologies are either not effective or very costly).  Average emission intensities fall in 

part because the most pollution intensive firms drop out. 

The selection effect also has important implications for empirical work that relies 

on proxies to measure the stringency of environmental policy, as pointed out by Levinson 

and Taylor (2008).  Many studies lack data on environmental policy and so use a measure 

of abatement costs as a fraction of overall costs as an indicator of the cost of 

environmental policy in a given sector.  But since data on abatement costs is collected 

after environmental policy has been in place and firms have adjusted to it, then the 

measure of average abatement costs will be biased downward because the most pollution 

intensive firms (i.e. those with high abatement costs) have exited.  To take an extreme 

example, suppose there are two types of firms; those with high abatement costs and those 

with zero abatement costs.  Suppose all firms with high abatement costs exit.  Then if 

abatement costs are measured ex post we will observe low (zero) average abatement costs 

in this sector and a high level of import penetration.  Econometric analysis will then fail 

to pick up environmental policy as one of the drivers of a lack of competitiveness in this 

sector even though it has in fact had a large effect. 

Finally, if the incidence of environmental policy falls more heavily in some parts 

of a country than others, then a focus on national level net exports will give a misleading 

indication of the effects of environmental policy on competitiveness.  Again the Clean 

Air Act is a good example.  The model predicts that marginal firms will exit in non-
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attainment counties, but that marginal firms will enter in attainment counties.  Hence 

while the policy may be having a significant negative effect on competitiveness, this may 

not be picked up when using aggregate industry-level data. 

 

5.2. Empirical Evidence 

Distinguishing between the various mechanisms underpinning the results of 

aggregate studies requires evidence on the behavioral responses of individual producers. 

Fortunately, the increased availability of micro data has begun to make such 

investigations more common. We now turn to review these studies. 

5.2.1. The Experimental Ideal 

Before turning to the literature, it is useful to start by describing the ideal 

experiment that could be used to identify the effects of environmental regulations on 

domestic firms. Outlining the experimental ideal is a useful exercise because it provides 

us with a basis for highlighting the precise assumptions needed for causal inference, 

conditions that are often left implicit in the literature. 

The ideal research design for examining the effects of an environmental 

regulation on domestic firm outcomes, such as employment or productivity, would 

involve a controlled experiment in which a sample of domestic firms are randomly 

assigned into treatment and control groups. In this experiment, treatment takes the form 

of exposure to the regulation; firms in the treatment group are subject to the 

environmental regulation, while producers in the control group are unaffected. The 
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treated and control firms are placed into two separate but otherwise identical markets. In 

this setup, random assignment ensures that treatment status is independent of producer 

characteristics, and the placement of firms into two distinct markets rules out the 

possibility of any general equilibrium interactions, meaning the average causal effect of 

environmental regulations can be obtained by simply comparing the difference in average 

outcomes for the treatment and control groups. 

Of course, running such an experiment is impossible in practice. As such, 

researchers have been forced to exploit quasi-experimental methods to identify the effects 

of regulation. These methods are similar in spirit to a controlled experiment; as outlined 

by Greenstone and Gayer (2009), “in a quasi-experimental evaluation, the research 

exploits differences in outcomes between a treatment group and control group, just as in a 

classical experiment. In the case of a quasi-experiment, however, treatment status is 

determined by nature, politics, an accident of some other action beyond the researcher’s 

control.” In the current context, these experiments are instances where variation in 

regulations arises due to changes in laws, policy revisions or variation in regulations 

across jurisdictions. In practice, most researchers have relied on variation in regulations 

across jurisdictions to measure the effects of environmental policy on producers. 

5.2.2. The Clean Air Act Amendments 

To date the most widely studied changes in environmental policy have been those 

stemming from revisions to the Clean Air Act in the United States.
14 The Clean Air Act 

                                                
14 For a detailed overview of the CAAA see Becker and Henderson (2000). 
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Amendments, or CAAAs, were initially passed by Congress in 1970 in response to 

persistently high levels of ambient air pollution and were meant to improve air quality 

across the US. The CAAAs established National Ambient Air Quality Standards 

(NAAQS) for carbon monoxide (CO), nitrogen oxides (NOx), ozone (O3), sulphur 

dioxide (SO2) and particulate matter (PM) that each county in the United States are 

required to meet. Those counties that have ambient pollution concentrations in excess of 

the NAAQS are designated as non-attainment and are subject to much stricter 

environmental regulations than attainment counties that have ambient pollution 

concentrations below the standards. 

The structure of the CAAAs makes them an attractive setting for evaluating the 

effects of environmental policy. In particular, three features of the amendments create 

variation in regulations that can be exploited for identification. The first source of 

variation arises because regulations differs across locations; non-attainment designations 

are reserved for counties with ambient pollution concentrations in excess of the federal 

standards, creating cross-sectional variation in environmental policy. More importantly, 

because air-quality standards are federally mandated, attainment status designations are 

set independently of local economic conditions, making this source of variation plausibly 

exogenous. The second source of variation arises because county attainment status 

depends on the ambient pollution concentration, which changes over time. This creates 

temporal variation in the regulations that are in place in any particular county. The third 

and final source of variation stems from the fact that only plants that emit the regulated 

pollutant are subject to the regulation. This means only a subset of plants in any county 

are regulated, creating within-county variation in environmental regulations. 
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The first two sources of variation lend themselves to a set of quasi-experimental 

research designs based on differences-in-differences (DD) that can be used to study 

county level outcomes, such as plant births. In this type of setup, treatment is determined 

by attainment status, meaning the treated group is comprised of the set of counties that 

are in non-attainment with the NAAQS in any given year. The effects of environmental 

regulations on economic activity in these counties are identified by using counties with 

an attainment designation to construct counterfactuals for what would have happened in 

the absence of regulation. Doing so provides a straightforward method for controlling for 

aggregate shocks and unobserved time-invariant county heterogeneity that would 

otherwise confound identification. This approach identifies the average causal effect of 

environmental regulations provided that county attainment status is uncorrelated with any 

other unobserved determinants of the outcome in question. 

This type of research design has its roots in Henderson (1996) examination of the 

effects of the NAAQS for O3. As part of his analysis, Henderson exploits differences in 

attainment status across counties and time to examine the location decisions of dirty 

industries that produce significant amounts of volatile organic compounds (VOCs), a key 

precursor to O3.15 He finds that repeated designation as an attainment county increased 

the number of plants from polluting industries in the county by 7-9% over the period 

1978-1987. Subsequent work exploiting cross-county variation in attainment status has 

confirmed these findings. Becker and Henderson (2000) compare the plant births from 

industries that produce significant amounts of VOCs and NOx in non-attainment and 

                                                
15 O3 forms from the reaction of VOCs and NOx in the atmosphere, hence the NAAQS ozone regulations 
target industries that produce these chemicals. 
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attainment counties across the US over the period 1963-1992, and find that births in non-

attainment counties were 26-45% below those in attainment counties. List et al. (2003) 

employ a similar research design to examine the location decisions of ozone-intensive 

industries in New York State. They find that the NAAQS ozone regulations let to 

significant reductions in plant births over the period 1980-1990. 

These results are suggestive of how environmental regulations can influence plant 

location decisions. However, the lack of a direct connection with theory in these studies 

makes it difficult to identify the particular mechanisms that are driving the observed 

outcomes, an issue that has important implications for the interpretation of the results. 

Previous research has often cited these studies as evidence of a pollution-haven effect 

arising from a composition effect within the US economy. Yet, as our simple model 

shows, plant entry and exit may also be a product of a selection effect resulting from pre-

existing differences in firm productivity. However, because plant location studies 

primarily examine individual industries on a case-by-case basis, the effects of the ozone 

regulations are identified from within-industry variation. This source of variation does 

not provide enough information to distinguish between the selection and composition 

effects; quantifying the relative importance of these effects requires further study. 

While the Henderson-type research design is a useful vehicle for identifying the 

effects of the CAAAs at the county level, it is not well suited for studying the outcomes 

of individual firms or plants. This stems from the fact that the design cannot account for 

county-level shocks that may affect firm and plant behavior.  However, this limitation 

can be addressed by also exploiting the fact that plants that emit a regulated pollutant are 

the only ones that are subject to the regulations for that pollutant. 
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This additional source of variation permits a class of research designs based on 

differences-in-differences-in-differences (DDD). As in the DD setup, treatment in DDD 

takes the form of exposure to environmental regulations, but the treated group is now 

restricted to the set of plants or firms in polluting industries that are located in non-

attainment counties. This means there are three possible control groups: (i) plants or firms 

from non-polluting industries located in non-attainment counties, (ii) plants or firms from 

polluting industries located in attainment counties, and (iii) plants or firms from non-

polluting industries located in attainment counties. In this case, the effects of 

environmental regulations on the treated plants (or firms) are identified by using plants 

(or firms) from the three control groups to construct counterfactuals for what would have 

happened in the absence of regulation. Doing so provides a straightforward method for 

controlling for unobserved aggregate shocks and county- and industry-level heterogeneity 

that would otherwise confound identification. This approach identifies the average causal 

effect of environmental regulations provided that county attainment status is uncorrelated 

with any other unobserved determinants of the outcome in question. 

This class of research designs was first employed by Greenstone (2002) to 

examine the effects of the 1970 and 1977 CAAAs on US manufacturing. Using plant 

level data on employment, capital stocks and output, Greenstone finds the CAAAs had 

significant negative effects; his estimates suggest that the amendments reduced 

employment by 3.4%, capital stock by 6.5% and output by 3.7% in the 15 years 

following the implementation of the CAAAs. Subsequent work by Greenstone et al. 

(2012) has employed a similar research design to show that the amendments have also 

had large effects on the productivity of US manufacturing plants. Their estimates suggest 
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that the CAAAs reduced the total factor productivity of affected plants by 2.6% on 

average over the period 1972-1993. Other work exploiting this class of research designs 

has demonstrated the CAAAs led to increases in the foreign assets and output from 

regulated multinational firms headquartered in the US (Hanna, 2010), and negatively 

affected worker earnings (Walker, 2013). Together, these results suggest that the CAAAs 

created significant costs for the US economy. 

While these results are suggestive of the possible costs associated with 

environmental regulations, they are not without limitations. For one, these studies 

identify the static short-run costs associated with regulation, yet these policies may also 

have important dynamic effects. This is illustrated in the work of Ryan (2012), who 

examines the effects of the 1990 CAAAs on the Portland cement industry in the United 

States using structural methods. Ryan develops a dynamic oligopoly model of the 

Portland cement industry and estimates the model parameters using panel data from the 

period 1980-1999. He then simulates the model to calculate producer and consumer 

welfare, the number and size of firms in the market, and the distribution of costs across 

incumbents and entrants before and after the regulations. Ryan’s results also suggest that 

the CAAAs had significant negative effects, however, his results suggest that these 

effects are primarily due to changes in market structure because of changes in the sunk 

cost of entry. 

The finding that the CAAAs had a significant effect on market structure has 

important implications for reduced form studies that rely on them as a source of variation 

in environmental regulations. While it is not stated explicitly, these studies rely on the 
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Stable Unit Treatment Value Assumption (SUTVA).16  In the present context, this 

assumption requires that the response of any plant or firm depend only on the 

environmental regulations it faces and not the environmental regulations faced by any of 

its potential competitors. This means there cannot be any general equilibrium 

interactions; a situation that is clearly violated in the case of Portland cement. If these 

general equilibrium effects are prevalent throughout manufacturing, then existing 

estimates of the effects of the CAAAs may not generalize to other contexts. 

 It is also important to note that the regulations imposed under the CAAAs are a 

form of command and control. Under the CAAAs polluting plants in non-attainment 

counties are subject to the “Lowest Achievable Emissions Rate” (LAER) standard that 

requires plants to adopt the best available abatement technology without regard to cost. In 

contrast, other plants are only required to adopt the “Best Available Control Technology” 

(BACT); this standard accounts for the economic costs borne by plants, making it much 

less restrictive than the LAER standard. Hence, studies of the CAAAs are capturing the 

differences between the LAER and BACT; the effects of environmental policy may be 

different with a more flexible regulation regime. 

5.2.3. Other Evidence 

While most studies to date have focused on the effects of the CAAAs on US 

manufacturing, some recent work has begun to examine other forms of regulation and 

other jurisdictions. This literature has primarily centered on the effects of policies meant 

to mitigate greenhouse gas emissions, particularly the emissions of carbon dioxide 

                                                
16 See Imbens and Wooldridge (2009) for further discussion of the SUTVA.  
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(CO2).17 

Many of these studies examine the effects of the European Union’s Emissions 

Trading Scheme (EU-ETS).
18 The EU-ETS is the world’s largest cap-and-trade program 

and was designed to help the member states of the European Union achieve their 

commitments under the Kyoto Protocol. This program has been implemented in three 

phases thus far: the first “experimental” phase from 2005-2007, the second “Kyoto-

commitment” phase from 2008-2012, and the current “post-Kyoto” phase from 2013-

2020. 

Unfortunately, the EU-ETS is not as useful as the CAAAs as a setting for 

evaluating the effects of environmental policy. Through much of the first two phases, 

concerns over international competitiveness led to the allocation of emissions permits 

through grandfathering, meaning that the permit allocation given to any firm depends on 

the specific characteristics of the firm. This makes policy evaluation difficult; unlike the 

CAAAs there is no clear source of exogenous variation in the institutional structure that 

can be exploited for identification. This means that studies of the EU-ETS that exploit 

differences in regulations across industries (i.e., Anger and Oberndorfer (2008), Abrell et 

al. (2011), Commins et al (2011)) are likely capturing the effects of other shocks and 

policy changes in addition to the effects of environmental policy. 

A more promising approach is that of Bushnell et al. (Forthcoming), who exploit 

the volatility in CO2 permit prices during phase I of the EU-ETS as a source of 

                                                
17 The transboundary nature of CO2 makes the existence of a pollution haven effect a central concern in the 
design of carbon policy. However, in popular debate these concerns are often referred to as carbon leakage, 
rather than the pollution haven effect. 
18 For a detailed overview of the EU-ETS, see Ellerman and Buchner (2007). 
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exogenous variation. In particular, they use an event study to examine the effects of the 

large devaluation in CO2 prices in late April 2006 on the stock prices of public traded 

firms that faced the CO2 regulations. Their results show that the decrease in carbon 

prices from the devaluation reduced the equity prices of affected firms, particularly those 

in the most-carbon intensive industries. Bushnell et al. suggest that this is primarily due 

to changes in revenue due to the pass-through of environmental regulations, which 

provides further evidence that market structure is an important determinant of the effects 

of environmental policy. 

Other work on the competitiveness effects of climate policy has utilized changes 

in carbon taxes in the United Kingdom (UK). Martin et al. (2012) examine the effects of 

the Climate Change Levy (CCL) on a panel of manufacturing plants from the UK 

production census. Their approach exploits the fact that some plants were able to get a 

rebate on the CCL by joining a Climate Change Agreement (CAA) in the UK, creating a 

counterfactual group. When combined with temporal variation in tax policy, this lends 

itself to a DD design. To address possible selection issues tied to group composition 

Martin et al. exploit differences in pre-determined eligibility for the CAA as an 

instrument. They find that the CCL reduced energy intensity through reductions in 

electricity use, but had little effect on employment, revenue or total factor productivity. 

A final approach is to rely on structural methods. This is exemplified in the recent 

work of Fowlie et al (2012), who examine the effects of market-based CO2 emissions 

regulations on industry dynamics in the US Portland cement industry. Building on the 

dynamic oligopoly model of Ryan (2012) to incorporate competition with unregulated 
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foreign competitors, Fowlie et al examine the effects of four different policy designs 

based on cap-and-trade. These different designs are: (i) permits distributed via a uniform 

price auction, (ii) grandfathering (permits are allocated freely to incumbent firms), (iii) 

output-based rebating, and (iv) an auctioning regime augmented with a border-tax 

adjustment. They find that the effects of regulation vary greatly depending on how policy 

is implemented. 

5.2.4. Summary 

Altogether, recent research on the pollution haven effect has furthered our under- 

standing of how environmental regulations affect manufacturing activity in three key 

ways. First, the evidence suggests that the aggregate changes observed in earlier studies 

are due in part to plant relocations, a phenomenon that was often hypothesized as an 

explanation in this earlier work. Second, the aggregate changes are not driven entirely by 

plant relocations; environmental regulations also have significant negative effects on 

plant employment, investment, productivity and output, meaning some of the aggregate 

changes can be explained by within plant responses. Finally, some of the aggregate 

changes can be explained by changes in market structure. 

Although recent studies have provided new insights, there is still a great deal of 

work to be done in this area. Research has relied heavily on the United States and the 

CAAA; as such it is not clear how well the current evidence will generalize to other 

settings. It is also worth re-emphasizing that the CAAAs are a form of command and 

control; the effects of other types of policy are not as well understood. Finally, it is worth 

noting that the unit of analysis in most studies is plants, not firms. While this is primarily 
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driven by data considerations, firm level evidence may help reveal the precise 

mechanisms that drive responses to environmental regulations. 

6. Environmental Policy and Trade Liberalization: The Pollution Haven Hypothesis 

We now turn to survey the plant and firm level evidence on the pollution haven 

hypothesis. Like the pollution haven effect, the pollution haven hypothesis has been 

typically formulated in terms of inter-industry reallocations, but is ultimately a statement 

of how the pollution emitted by individual firms responds to changes in competitive 

pressures and new market opportunities following trade liberalization. These responses 

may take the form of entry or exit decisions, or changes in the production process. In this 

section we again employ our theory to illustrate the possible responses by firms, and then 

turn to examine the progress that has been made in documenting these responses. 

6.1. Theory 

We start by considering the effects of trade liberalization within the simple model 

developed in section 4.  Suppose there is a bilateral trade liberalization (in the form of 

reduced trade costs), but environmental policy is fixed.  In this setup, the effects of trade 

liberalization are similar to those found in the original Melitz (2003) model of trade. The 

reduction in trade costs changes the profitability of serving the domestic and foreign 

markets, altering the mix of firms in both. 

These effects are illustrated in Figure 3. Trade liberalization increases foreign 

competition in the domestic market, reducing profits for any level of firm productivity. 

This raises the productivity cutoff for domestic firms from 𝛾!! to 𝛾!!, and causes low 

productivity firms (firms with productivity less than 𝛾!!) to exit. Exporting firms face 
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more competition in the local market (from foreign firms) but have more lucrative export 

opportunities than before since trade costs have fallen.  This raises the profits from 

exporting, and hence the productivity cutoff for exporters falls from 𝛾!! to 𝛾!!. This causes   

domestic firms with productivities between 𝛾!! and 𝛾!! to enter the export market.  As 

illustrated the most productive firms experience profit increases due to trade 

liberalization. 

 

 

 

This firm-level selection effect of trade liberalization has important implications 

for aggregate environmental outcomes.  Even though environmental policy is held fixed 
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in this scenario, trade liberalization can affect average industry emission intensity via at 

least three channels.  Here it is useful to refer to our decomposition of the aggregate 

technique effect given by equation (10).  Trade liberalization causes the least productive 

firms to exit and the most productive firms to expand.  Since in our model, the more 

productive firms are less emission intensive (because they use polluting inputs more 

efficiently) then this selection effect will tend to lower average industry emission 

intensity.   It is important to note, however, that these selection effects will not be the 

only effects of trade liberalization. Our simple one-sector model abstracts from the 

traditional compositional effects examined elsewhere in the literature. However, in a 

more general framework we would also have the economy-wide composition effects and 

scale effects typically found in the literature on the pollution haven hypothesis that are 

given in equation (11). Hence, even though average emission intensities within sectors 

may fall, overall pollution can rise via these other effects if, on average, trade shifts the 

economy toward more polluting sectors or if scale effects are large. 

Trade liberalization can also lead to a direct firm-level technique effect via its 

effect on market size, a result that was obtained by Forslid et al. (2011) and Cui et. al 

(2012).19  Recalling equation (16), firms choose how much to invest to improve their 

abatement technology. Since this is a fixed cost investment, firms will invest more 

heavily in abatement if they have a larger output.  In our model, trade causes exporting 

firms to expand and can lead to downsizing of firms that sell only in the domestic market.  

Hence, all else equal, exporting firms are likely to invest more in abatement technology.  

The model predicts that trade can stimulate investment in technology to reduce emission 

                                                
19 Cui et al. (2012) point out, however, that an offsetting effect is that exporters have to ship goods, which 
increases emissions. 
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intensities, not because of changes in pollution regulations, but because access to larger 

markets increases the payoff to such investments, provided that the domestic 

environmental policy in place provides the appropriate incentives to do so (such as 

emission taxes as in our model).  This result has important implications for empirical 

work.  The model predicts that firms that export will abate more.  Hence high fixed 

abatement costs may be associated with export success.  But it is export success causing 

the investment in abatement and not vice versa.  

Finally, we should point out that there at least two other channels via which trade 

can affect emission intensities, but which have not been explored formally in our model.  

First, trade may change the relative prices of clean and dirty inputs, which in turn will 

affect firm emission intensities.  If trade lowers fossil fuel prices, emission intensities 

may rise; but if trade lowers the cost of abatement technology, emission intensities may 

fall.  And second, trade liberalization may lead firms to fragment production and 

outsource some aspects of production; the effect of this fragmentation on firm emission 

intensities will depend on what is outsourced.   

 

6.2. The Empirical Evidence 

6.2.1 The Experimental Ideal 

It is useful to again start with a description of the ideal research design for 

identifying the effects of trade liberalization before turning to examine the literature. 

However, before doing so it is worth emphasizing that the ideal analysis in this case 

consists of two separate experiments. Two experiments are necessary to distinguish 

between the effects of exporting and import competition, phenomena with very different 
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implications for producer incentives. 

In the first experiment, a sample of manufacturing firms is randomly assigned to 

two groups: treatment and control. The treated and control firms are placed into two 

separate but otherwise identical domestic markets. In this experiment, treatment takes the 

form of access to foreign markets, meaning that firms in the treatment group have better 

export opportunities than the wholly domestic control group. Hence, a comparison of the 

average outcomes for the treatment and control groups will return the average effect of 

increased export opportunities on pollution; random assignment ensures that treatment is 

independent of firm characteristics, and the placement of firms into two distinct markets 

rules out any general equilibrium interactions across the treatment and control groups. 

The second experiment is very similar to the first. In the experiment, a sample of 

manufacturing firms is randomly assigned into treatment and control groups and is 

separated into two distinct but otherwise identical domestic markets according to 

treatment status. However, in this case treatment takes the form of import competition 

from foreign firms so treated firms face import competition while control firms do not. 

With this setup, the average effect of import competition can be identified from the 

difference in average outcome for the treatment and control groups. 

Like the ideal experiment for examining the effects of environmental regulations, 

these experiments are implausible in practice. In what follows, we describe the 

approaches that have been used to identify the effects of international trade on the 

emissions of individual polluters.  
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6.2.2 The Evidence 

At present, most studies have focused on the relationship between exporting and 

pollution. This line of inquiry follows from recent work in the trade literature that has 

documented how exporters are larger, and more productive than their domestic 

counterparts.20 

To identify this relationship, the literature has relied on a class of research designs 

that treats plants or firms that do not export as a counterfactual group for those that do. 

This design has a similar logic to DD with exporting taking the form of treatment; the 

average outcome for plants (or firms) that export (the treatment group) are compared to 

the average outcomes of non-exporters (the control group) before and after an episode of 

exporting begins. Variations of this approach have been used to study the pollution 

emitted by exporters in the US (Holladay, 2010, Cui, Lapan and Moschini, 2012), and in 

Ireland (Batrakova and Davies, 2012). The results from these studies indicate that 

exporting is associated with reduced emissions. 

While the results of these studies are suggestive, it is important to note that the 

underlying research design assumes that exporting is exogenous. There is strong evidence 

that exporting is an endogenous decision (Lileeva and Trefler, 2010), meaning that the 

observed difference in emissions for studies that use this design may be due to exporting 

or other unobserved factors that drive the decision to export. 

To address this issue, recent work has begun exploiting changes in trade policy as 

                                                
20 For a broad survey of this literature, see Bernard et al (2007). 
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a source of identifying variation, an approach that has been commonly used in the trade 

literature. The research design underlying this approach is also similar in spirit to DD; the 

average outcomes of plants (or firms) from liberalized (treated) industries are compared 

with the average outcomes from plants (or firms) from un-liberalized (control) industries 

before and after liberalization. Credible inference in this setup requires that changes in 

protection (treatment) are uncorrelated with unobserved time-varying industry 

characteristics. 

This approach has been employed by Martin (2012) to study the effects of India’s 

trade liberalization at the beginning of the 1990s on the energy efficiency of the Indian 

manufacturing sector. Martin uses data from the Annual Survey of Industries between 

1985 and 2004 to look at within-industry and within-firm changes in energy efficiency in 

response to trade liberalization. Her results suggest that trade liberalization is associated 

with a substantial within-firm technique effect, increasing energy efficiency by 23%. 

More importantly, her results suggest that the improvements are not due to changes in 

competitive pressure, but rather changes in the intermediate inputs used in production. 

This finding is important because it runs counter to the pollution haven hypothesis; in this 

case the PHH would predict an increase in energy intensity as dirty firms relocated from 

the developed world to India.  

The DD-type research design has also been used to examine the effects of trade 

liberalization on manufacturing plants in Mexico. Gutierrez and Teshima (2011) exploit 

changes in Mexican tariffs between 2000 and 2003 to examine how import competition 

affects plant investment in environmental protection and energy use, plant energy 

efficiency and the ambient pollution concentrations around plants. Their results suggest 
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that trade liberalization is associated with improved energy efficiency suggesting the 

possibility of a within-firm technique effect, however, they find that these changes are 

due to changes in competitive pressure rather than changes in intermediate inputs. These 

results contradict the predictions of the pollution haven hypothesis. Gutierrez and 

Teshima also show that tariff reductions are associated with reductions in ambient 

pollution and investments in environmental protection and energy use. 

A key concern with the DD-type approach is the endogeneity of trade policy. 

There are strong theoretical reasons to believe that tariff policy is endogenously 

determined (Grossman and Helpman, 1994, 1995), and the available empirical evidence 

supports these predictions (Trefler 1993, Goldberg and Maggi, 1999). In practice this 

means that observed changes in protection across industries will be related to the trends 

in economic and political factors specific to each industry. As a result, employing DD 

will yield biased results; the estimates will capture differences in outcomes attributable to 

both differences in protection and differences in industry trends. 

Cherniwchan (2013) develops a novel research design that exploits additional 

variation in protection design to address this issue. His approach starts with the 

observation that protection depends not only on trade policy, but also on trade costs. 

Given that the cost of trading with a particular market will vary inside of a country due to 

factors such as distance and transportation infrastructure, differences in plant location 

create additional variation in protection that can be exploited for identification. 

This variation means that changes in competition or market access following an 

episode of trade liberalization will vary by location. If, for example, plants face 
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prohibitively high trade costs, a reduction in tariffs will not change competition because 

plants remain protected due to their location. On the other hand, if plants are located 

where trade is completely costless, they will be fully exposed to the change in 

competition. Thus, for any industry, only a fraction of plants could be affected by trade 

liberalization. When combined with cross-industry variation in tariff reductions during an 

episode of trade liberalization, differences in trade costs mean that only the subset of 

plants in liberalized industries that are located in low trade cost areas will be affected, or 

“treated”, by the liberalization. The effect of trade liberalization on these plants can be 

identified by using plants from high trade cost areas and unliberalized industries to 

construct counterfactuals in an manner similar to DDD. This approach makes it possible 

to control for many forms of unobserved heterogeneity, such as industry trends or 

concurrent changes in environmental policy, that would otherwise confound 

identification. 

Cherniwchan uses this design to examine the effects of the North American Free 

Trade Agreement (NAFTA) on the pollution emitted by U.S. manufacturing plants. He 

finds that NAFTA reduced the emissions of particulate matter, lead and toxic chemicals 

through a within-plant technique effect, but had no effect on the emissions of volatile 

organic compounds. He also finds no evidence that these reductions are due to the 

offshoring of production to Mexico, suggesting the reductions are not being driven by 

pollution haven motives. 

6.2.3 Summary 

While it is still in its infancy, the plant-level literature has furthered our 
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understanding of the relationship between trade and the environment in two important 

ways. First and foremost, the results from these studies suggest that the selection effect 

and firm-level technique effect are important determinants of aggregate pollution 

changes. These findings provide new micro-foundations for the large traditional 

technique effects observed in previous work. Second, the literature has found little 

evidence consistent with pollution haven type motives, suggesting that firms are not 

exploiting cross-country differences in environmental policy following trade 

liberalization. 

These findings notwithstanding, there is still much work to be done in this area. 

At present, much of the existing research has been unnecessarily focused on differences 

between exporters and non-exporters, without clearly articulating why this channel is an 

important determinant of pollution emissions. This is particularly significant because 

much of the debate over the effects of trade on the environment has been primarily 

concerned with the effects of import competition on domestic pollution levels, not the 

effects of exporting. Moreover, the somewhat arbitrary focus on exporting has yielded a 

class of research designs that are ill-suited for the identification of causal effects. A few 

recent studies have made some progress in addressing these concerns by exploiting 

research designs that utilize variation in trade policy, but further research is still required.  

7. Conclusion 

The effect of environmental policy on international competitiveness has remained 

a dominant policy issue as the world has become more integrated. Accordingly, there has 

been a great deal of research examining the interaction between environmental policy, 
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international trade and international competitiveness. 

Most of this work has examined the extent to which environmental policy affects 

a domestic industry’s ability to compete both at home and abroad, a phenomenon often 

referred to as the pollution haven effect. A smaller literature has focused on the degree to 

which differences in environmental policy across countries leads to the flight of domestic 

industries following trade liberalization, a prediction formally known as the pollution 

haven hypothesis. The results from early studies of these topics suggest that 

environmental policy reduces the competitiveness of affected industries, but the 

competitiveness effects are not sufficiently large to lead to industrial flight.  

The focus on sectoral-level responses, however,  has limited our understanding of 

the precise mechanisms driving the observed results.  Recent research on models with 

heterogeneous firms suggest that the responses of individual firms are a potentially 

important determinant of aggregate changes.  

This prediction has been confirmed by recent empirical work. Several plant and 

firm level studies have demonstrated that environmental regulations have a direct effect 

on plant and firm entry and exit decisions, employment, investment, productivity and 

output. Other studies have shown that environmental regulations also have an indirect 

effect on firm behavior by altering market structure. Finally, recent evidence suggests 

that individual firm responses may also matter in context of trade liberalization; a few 

studies suggest that trade liberalization leads to significant within-plant changes in 

pollution emissions. 

While the recent literature is promising, a great deal of research still needs to be 
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done. Most recent studies have focused on within plant responses, but as our simple 

decomposition demonstrates, aggregate responses will also depend on the selection and 

market-share effects and we currently have little evidence on the magnitude of these 

effects. Moreover, further theoretical research is required to fully understand the policy 

implications of these firm-level responses. Additional theoretical research would also 

provide a useful guide for further empirical work. 

It is likely that successful progress along these fronts will require access to new 

data sources. Data limitations have severely impeded progress in the literature; limited 

data access has meant that we have evidence on only a few regulations in a few countries. 

New data on firms and plants will help us to fully understand the competitiveness effects 

of environmental regulations. 
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